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Abstract. Choice-based demand estimation is a fundamental task in retail operations and
revenue management, providing necessary input data for inventory control, assortment,
and price-optimization models. The task is particularly difﬁcult in operational contexts
where product availability varies over time and customers may substitute into the available options. In addition to the classical multinomial logit (MNL) model and extensions
(e.g., nested logit, mixed logit, and latent-class MNL), new demand models have been proposed (e.g., the Markov chain model), and others have been recently revisited (e.g., the
rank list-based and exponomial models). At the same time, new computational approaches
were developed to ease the estimation function (e.g., column-generation and expectationmaximization (EM) algorithms). In this paper, we conduct a systematic, empirical study of
different choice-based demand models and estimation algorithms, including both
maximum-likelihood and least-squares criteria. Through an exhaustive set of numerical experiments on synthetic, semisynthetic, and real data, we provide comparative statistics of
the predictive power and derived revenue performance of an ample collection of choice
models and characterize operational environments suitable for different model/estimation
implementations. We also provide a survey of all the discrete choice models evaluated and
share all our estimation codes and data sets as part of the online appendix.
History: Accepted by Vishal Gaur, operations management.
Supplemental Material: The online appendix and data are available at https://doi.org/10.1287/mnsc.2021.

4069.
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operational decisions were centered around products,
leading to the so-called independent demand paradigm.1
Under this paradigm, every product has its own stream
of demand, independently of other products on offer. A
dramatic change occurred when it was acknowledged
that customers could substitute when their ﬁrst alternative is not available. Customers create product demand in the ﬁrst place, and understanding the drivers
of their decision making is a key for building better
models of demand and, hence, making better operational decisions.
Several studies have validated empirically the signiﬁcant leverage that is obtained in the OM practice
when accounting for choice-based models of demand.
Yunes et al. (2007) describe how they use conjoint survey results at John Deere & Co. to come up with consumer preferences based on the part-worth utilities
for two of its product lines. For the two lines, a
potential increase in proﬁt from 8% to 18% has been
identiﬁed, possible through reducing the number of
conﬁgurations by 20%–50% from present levels, while

The operations management (OM) ﬁeld has traditionally emphasized the link between the industry
practice and the academic research. This has led to the
development of normative models to help ﬁrms make
decisions in a wide range of areas (e.g., capacity management, supply chain management, inventory management, dynamic pricing, and assortment planning).
The recent OM interest in sophisticated choicebased models of demand is aligned with this application focus, rooted in the need for high-quality inputs
for three key operational decisions: inventory, assortment, and prices. The strong emphasis on models’ assessment based on the quantitative performance for
solving decision-making problems marks a distinction
between OM and other ﬁelds like marketing and
econometrics, where the emphasis lies in uncovering
the underlying product features and consumer characteristics that inﬂuence the choice process.
Until the late 1990s, the demand inputs feeding the normative models that addressed the three aforementioned
1
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maintaining the current high customer service levels.
In retail operations, Lee et al. (2016) conduct a study
of choice-based demand estimation at a university
textbook retailer and evaluate the impact of using the
demand estimates to determine the inventory policy.
They implemented the proposed model at the bookstore in a controlled ﬁeld experiment and obtained
more than 10% increase in proﬁt. In RM settings, the
article by Vulcano et al. (2010) reports the results of a
research study conducted in collaboration with a
major U.S. commercial airline on origin-destination
(O-D) markets between the New York metropolitan
area and various airports in Florida. The authors
calibrated a multinomial logit (MNL) model of demand
using covariates such as price, arrival time, and departure dates from readily available airline data. Next,
they used the demand estimates in a simulation study
to assess the revenue performance of capacity controls
computed under choice-based demand versus the incumbent EMSR-b (expected marginal seat revenue,
version b) controls calculated based on the independent demand assumption, reporting average revenue
gains between 1.4% and 5.3%. More recently, Dai et al.
(2014) also reported signiﬁcant revenue gains when
accounting for choice behavior in a highly competitive
O-D airline market in China.
The building block for estimating customer choice
is the speciﬁcation of a choice model, either parametric or nonparametric. Most of the proposals in the
OM-related literature have been on the former for
both estimation and assortment optimization (e.g.,
Musalem et al. 2010 and Kök and Fisher 2007). By
parametric, we mean that the number of parameters
that describe the family of underlying distributions is
ﬁxed and independent of the training data set volume.
The greatest advantage of parametric models is the
ability to include covariates, such as product features
and price, that can help explain consumer preferences
for alternatives. This also enables parametric models
like the MNL or the nested logit (NL) with linear-inparameters utilities to extrapolate choice predictions
to new alternatives that have not been observed in historical data and to predict how changes in product attributes such as price may affect choice outcomes. Yet,
the drawback of any parametric model is that one
must make assumptions about the structure of preferences and the relevant covariates that inﬂuence it,
which requires expert judgment and trial-and-error
testing to determine an appropriate speciﬁcation.
Recently, with the rise of business analytics and
data-driven approaches, there has been a growing interest in revenue predictions and demand estimation
derived from nonparametric choice models. These
models do not allow one to make extrapolations and
predict a change in the demand pattern due to a
change in a product attribute, but are also built upon
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no assumption on the data structure, and, therefore,
they are only shaped by data, and not by a superimposed choice pattern.
We highlight here that the computational efﬁciency
of both estimation and assortment optimization
procedures are key concerns for the performance of
assortment planning solutions in retailing, where the
number of SKUs in a family of products could typically be in the order of dozens to several hundreds. For
instance, Oracle Retail Global Business Unit’s tier-1
retailers2 average 1,000 stores, with roughly 200 categories, each containing 50 to 600 items. (e.g., see
Cohen at al. 2017). Similarly, in the context of an RM
airline system, the usual approach is to subdivide the
data from a large carrier network into ﬁner-grained
subsets (based on point of sale, time to departure,
etc.), so airlines are really solving hundreds of thousands of different origin-destination problems, which
typically take large servers and several hours to run
over nightly batch processes. For some discrete choice
models, such as the MNL and the Markov chain, the
assortment optimization problem can be solved efﬁciently, whereas for other discrete choice models, such
as the mixed MNL, it is NP-hard. This difference in
terms of computational efﬁciency can sometimes induce the modeler to select a choice model that is not
the most accurate in terms of prediction, but that can
be handled properly in terms of solving the associated
assortment problem within a reasonable time frame.
In summary, selecting a proper choice model for a
particular operational context poses concurrent challenges in terms of suitability of the model speciﬁcation,
prediction accuracy, (actual) revenue performance,
and computational feasibility of the related estimation,
assortment, and pricing optimization problems. Our
paper intends to shed some light on the market conditions that favor some models over the other ones.
1.1. Contributions
The literature of discrete choice models used in operational contexts, together with the development of new
estimation and assortment optimization procedures,
has signiﬁcantly expanded over the last two decades.
The main focus of this literature stream and related
industry practice has been on different variants of random utility models. Typically, most of the choice models evaluated or introduced are compared with the
standard MNL model; they are rarely benchmarked to
more sophisticated models in order to make a better
judgment on their relative performance.
The main contribution of this paper is to provide a
systematic and exhaustive, comparative empirical
study of the most important discrete choice models
used in operational applications, which overall took
over a year of CPU time. In particular, we evaluate
nine choice models: MNL, exponomial, latent-class
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MNL (LC-MNL), nested logit, mixed logit, Markov
chain (base case and two variants of it), and rank listbased. First, under a synthetic data environment, we
evaluate their performance on 3,600 instances in terms
of out-of-sample demand predictions by varying different features of the underlying data-generation process, such as the amount of training data, the degree
of vertical differentiation between the products, the
consistency of the consumer preferences, and the size
of the offer sets. Next, we test these models in terms of
both demand and revenue predictions on two sets of
transactions built upon real consumer preferences: (i)
3,500 bookings from ﬁve different hotels, and (ii)
semisynthetic data sets generated from preferences revealed by 5,000 individuals over different sushi types.
We then perform an experiment based on transactions
obtained via synthetic preferences where a fraction of
the customers are not fully rational in the sense that
their behavior is not consistent with the utilitymaximization principle. Finally, in the online appendix, we tested the models using as ground truths the
standard latent-class MNL model and a nested logit
model with varying prices. The variety of data sources
and formats used (synthetic, semisynthetic, and real)
provides another leverage in our contribution to the
literature.
These numerical results enable us to compare the
prediction quality of the nine different choice models
and two standard estimation methods (maximum
likelihood and least squares) and allow us to characterize operational environments that seem more
suitable for the different choice models. Our implementation of the estimation procedures are state-ofthe-art methods, recently reported in the literature.
In a nutshell, two models stand out in terms of prediction accuracy and revenue performance: the exponomial model in small training data environments
and the Markov chain in large training data environments. This observation extends to the three types of
instances evaluated: synthetic, semisynthetic, and
real. Other general observations about the benchmarked models follow:
• The Markov chain model shows the most dramatic
improvement as the volume of training data increases.
In particular, it beats the MNL-based models (latentclass MNL, nested MNL, and mixed logit) when the
ground truth is the general stochastic preference model
(Section 3.2.1) and even when it is the more structured
latent-class MNL model (Online Appendix A4.4). In
fact, regardless of the data-generating process, the Markov chain model consistently appears among the top
three performers as the data volume increases. It also
shows the best performance in our experiments using
real data from sushi preferences, the best in two out of
ﬁve hotel data sets we tested, and the second best in another two hotels (Section 4).

3

• All choice models, except for the rank list, improve
their predictive performance when synthetic ground
truths are generated from less sparse models.3 Details
can be found in Section 3.2.3.
• The predictive performance of all choice models
deteriorates with larger assortments (i.e., with fewer
stockouts). In these settings, there is less information
about substitution patterns to train models because a
big fraction of the customers get their most preferable
product. Thus, very large volume of data would be
needed for a choice model to leverage the performance
of the traditional independent demand model. Details
are further discussed in Section 3.2.4.
• Maximizing the log-likelihood function and minimizing least squares have a comparable performance
in terms of out-of-sample prediction accuracy for all
the models we tested, although in our experiments,
maximizing the log-likelihood function tends to lead to
slightly better results in the majority of the scenarios
(see details in Sections A4.1 and A4.2 in the online
appendix).
Besides assessing the quality of the predictions, we
also measured the computational time required to estimate the different models in all our experiments. We
provide below some practical observations; more details could be found in Section 3.2.5:
• The MNL was by far the fastest model to estimate.
• The nested logit and the exponomial were, on average, around 10 times slower than the MNL.
• The other models (Markov, rank list, latent-class
MNL, and mixed logit) were, on average, at least 100
times slower to estimate than MNL. We expect this gap
to increase when larger data sets are used.
Our contribution spans two additional dimensions.
First, we share all our estimation codes (in Python 3)
and data sets as part of the online appendix of this paper, so that other researchers can replicate our results
and use them as benchmarks for further studies. The
ﬁles include a comprehensive documentation, and the
codes are organized in highly modular procedures
that can be edited as needed to implement improvements and variants of the algorithms.4 Second, we
provide in the online appendix an up-to-date survey
of the literature on the choice models studied here, including a summary of the state-of-the-art knowledge
about the complexity of the related estimation and assortment optimization problems (see Section A1.9
therein).
The remainder of the paper is organized as follows.
In Section 2, we describe the basics of discrete choice
models, the estimation procedures, and the performance metrics used. The following two sections are
the core of this paper, where we report and analyze
the results based on synthetic data (Sections 3) and
semisynthetic and real data (Section 4). Section 5 evaluates the performance of the nine choice models when
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consumers display boundedly rational choice behavior. Finally, our concluding remarks are discussed in
Section 6.

2. Estimation of Discrete Choice Models
We start this section with a review of some basic deﬁnitions and concepts on discrete choice theory, followed by a description of the implemented estimation
techniques and the performance metrics used.
2.1. Random Utility Models
Let N  {1, 2, : : : , n} denote a universe of substitutable
products (e.g., coffee or milk in a grocery store), and
let product 0 denote the “outside” or “no-purchase”
option.
A discrete choice model describes the decision makers’
choices among a set of alternatives. Formally, a dis
crete choice model is a function P : N {0} × 2N →
[0, 1] such that P( j | S) denotes the probability that an

individual would select alternative j ∈ N {0} given
that the subset of products S was offered.5
A key concept in discrete choice theory is the notion
of random utility. Under random utility models
(RUMs), the decision maker (i.e., customer) would obtain a certain level of utility from each of the alternatives in N and the no-purchase option: U1 , : : : , Un ,
and U0. The consumer utility for product j is typically
decomposed as Uj  vj + εj , where vj represents the
nominal utility, and εj captures the factors that affect
utility, but are unobservable. The modeler only observes the different product attributes that inﬂuence
the nominal utility vj. Typically, that inﬂuence is modeled via a linear function—that is, vj  βj + βT xj , where
xj is a vector of observable attributes for alternative j,
and β is a vector of coefﬁcients that assign a weight to
each attribute, plus an alternative speciﬁc constant βj.6
On the contrary, the modeler does not know εj and,
therefore, treats these terms as random variables. Indeed, different assumptions related to the speciﬁcation of the random terms would lead to different
choice models. When the decision maker is confronted
with a choice instance, given a particular realization
of the random term, she ranks the utilities and chooses
the top alternative out of all those being offered.
A fundamental property of RUMs is that only differences in utilities of different options matter (e.g.,
see Train 2009). To account for this, the usual approach is to normalize one of the alternative speciﬁc
constants to zero. In order to diminish the impact of
the attribute selection process in the quality of our estimations, in most of our study, we just bypass this
step and focus on the nominal utilities vj.7 From here
onward, we assume, without loss of generality, that
the no-purchase option has a nominal utility of zero
(i.e., v0  β0  0).
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In this paper, we tested nine variants of random
utility models extensively used in the OM-related literature. We list them here jointly with the shorthand
used in the companion ﬁgures and tables: multinomial logit (mnl), exponomial (exp), latent-class MNL (lc),
nested logit (nl), mixed multinomial logit (mx),
Markov chain (mkv), reduced Markov chain (mkvr),
Markov chain of rank 2 (mkv2), and rank list-based
(rl). For completeness, as it was mentioned above, a
survey of these models is included in Section A1 in
the online appendix. For the Markov chain model, we
consider three different versions: one including all
possible transitions, one where the transition matrix
has rank 2, and one where the transitions are designed
following a vertical differentiation of the products.
We end this section noting that, although most
choice models in the literature belong to the random
utility family, there exists a new stream that focuses
on models that go beyond the RUM class. These models try to capture well-documented behavior that is
(or, at least, appears to be) suboptimal or boundedly
rational, such as violations of regularity (Berbeglia and
Joret 2020) or the decoy effect (Huber et al. 1982). Examples of these models are the perception-adjusted Luce
model (Echenique et al. 2018), the generalized stochastic preference (GSP) model (Berbeglia 2018), and the
general Luce model (Echenique and Saito 2019). In
this paper, we also report results in Section 5 from experiments where the ground truth is deﬁned by the
GSP model.
2.2. Estimation
Estimation is the problem of ﬁnding model descriptors that best explain a given set of observed data. In
this section, we review the most important methodologies for parameter estimation and discuss some of its
properties. To unify terminology, we will focus the
discussion on the estimation of parameters, though the
same ideas apply to the estimation of the descriptors
of nonparametric models (e.g., the empirical distribution of a demand function).
The training or in-sample data set consists of a sequence of T observations: {( j1 , S1 ), : : : , ( jT , ST )}, where
St is the set of products offered in period t, and jt ∈

St {0} is the product purchased in that period.
An estimator represents a systematic “guess” about
the parameters of the underlying, ground-truth distribution from which these T observations have been
drawn. The estimator deﬁnes the rule for calculating
an estimate of the parameter based on the sample.
For jt being the t-th observed transaction drawn
from a distribution P( jt | St , β)—where we make the
dependence on β explicit—the estimation problem is
to determine the unknown parameters β using only
the sample of T observations {( j1 , S1 ), : : : , ( jT , ST )}.
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We focus on two different estimation methods
widely used in both the academic literature and the
industry practice: maximum likelihood and least
squares. Our computational results showed that the
performance of these estimation procedures is similar,
which is consistent with the results reported by a recent comparison carried out by Genschel and Meeker
(2010). In the interest of space, we defer the description of least squares to Online Appendix A2.1.
Maximum likelihood (ML) estimators are based on
ﬁnding the parameters that maximize the probability
of observing the sample data, where likelihood is deﬁned as the probability of the full set of observations
occurring independently. Under this method, given a
choice model M with parameters β, the likelihood of
observing the set of independent and identically distributed observations is then
L

T


P M ( jt | St , β):

t1

The ML estimation problem is to ﬁnd a vector β that
maximizes the likelihood function. Taking advantage
of the monotonicity of the log function, the usual
approach though is to maximize the log-likelihood
function—that is, to solve
max
β

T


log P M (jt | St , β):

(1)

t1

In some special cases, this problem can be solved in
closed form. Otherwise, if P(jt | St , β) is differentiable
in β, then gradient-based optimization methods, such
as Newton’s method, can be used to solve it numerically. Nevertheless, the log-likelihood function sometimes may not have much structure (e.g., may not
even be quasiconcave) or involve numerous variables,
and standard nonlinear optimization methods may become very computationally intensive and inefﬁcient.
An alternative approach that has become popular
in the context of demand estimation in settings
affected by stockouts and substitution effects is
the expectation-maximization (EM) algorithm (e.g.,
Anupindi et al. 1998, Kök and Fisher 2007, Stefanescu
2009, Conlon and Mortimer 2013, Jagabathula and
Rusmevichientong 2017, and van Ryzin and Vulcano
2017). The EM method was proposed by Dempster
et al. (1977). Its fundamental idea is to replace a potentially complex incomplete data log-likelihood function (i.e., the Function (1) that emerges from the purely observed data) by the complete data log-likelihood
function; that is, the likelihood function we would get
if we were able to directly observe some hidden data.
The procedure then works using alternating steps of:
(i) replacing the complete data with beliefs (expectations) about their values, conditional on the observed
data and current parameter estimates (the E-step);
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and (ii) maximizing this function to obtain improved
parameter estimates (the M-step). Its practical effectiveness depends on the computational efﬁciency of
both steps. Even though it is well acknowledged that
the convergence of the EM algorithm could be slow,
particularly with large numbers of parameters or
high degrees of data censoring, there have been several successful implementations reported in the literature for different choice-based demand models that
position it as an appealing candidate to compute ML
estimates.
It is also worth highlighting a few desirable statistical properties of ML estimators. In cases where the
underlying demand model is identiﬁable and some
other mild conditions hold (e.g., see Green 2003),
maximum-likelihood estimators are consistent (i.e.,
they converge in probability to the√true
 parameter values), asymptotically normal (i.e., T(β̂ − β) converges
in distribution to a multivariate normal distribution),
and asymptotically efﬁcient (i.e., asymptotically unbiased and attaining equality of the Cramer-Rao lower
bound for the variance, asymptotically).
Before proceeding, we highlight that our estimation
procedures implement some kind of regularization,
which could, in principle, mitigate the overﬁtting risk
of the high-dimensional choice models.8 The strategy
of the state-of-the-art methods that we implemented
was to limit the number of nonzero parameters in the
high-dimensional models. In particular, for the latentclass MNL, the criteria has been to incrementally build
a set of latent classes by adding a new (latent) class as
long as the log-likelihood increase is signiﬁcant
enough, as described in Jagabathula et al. (2020). The
rank list-based model is estimated via the columngeneration algorithm proposed by van Ryzin and
Vulcano (2017), where a new column is added as a
new rank list with nonzero probability only when the
increase in ratio is signiﬁcant enough. For the Markov
chain model, we have implemented the EM procedure
described by Şimşek and Topaloglu (2018), which
does not incorporate an explicit regularization, but
our Markov chain of rank 2, where the number of parameters to estimate is reduced from O(n2 ) to O(5n), is
a means to regularize the log-likelihood function. We
acknowledge that there are ways to implement stronger regularization mechanisms (for example, such as
penalizing nonzero coefﬁcients in the log-likelihood
function) that are beyond the scope of our paper and
are worthy of further study.
2.3. Performance Metrics
We consider two versions of the root mean square error (RMSE). The RMSE is a frequently used measure
of the differences between sample values predicted by
a model and the values actually observed, providing a
sense of how far from the actual ground-truth model

6
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the estimated model is. It is a common measure of accuracy throughout the choice-based OM literature.
Consider two different models: θ being the ground
truth, and φ being an estimation. The (soft) root mean
squared error is calculated as follows:


 
2
S⊆N j∈S {0} (P θ (j|S)−P φ (j|S))
:
RMSEsoft (P θ ,P φ )

S⊆N (|S|+1)
The additive 1 in the denominator stands for the
no-purchase alternative. Note that this metric is computed over all possible offer sets and all possible selections for each of the offer sets. Therefore, it does not
actually need transactions (e.g. out-of-sample data), as
it just compares two choice models directly over every
possible (product, assortment) pair.
In scenarios where the ground truth is not known,
one can approximate this measure by replacing
ground-truth probabilities P θ with an indicator function I that checks whether product j was purchased
from offer set S in each of the out-of-sample transactions. This is known as the hard root mean squared error. Let T denote the set of out-of-sample transactions;
then, the hard root mean squared error can be calculated as:

T  
2
t1 j∈St {0} (I{jt j}−P φ (j|St ))
hard
:
RMSE (T,P φ )
T
t1 (|St |+1)
Jointly with the RMSE metric, we report the average
relative position of a particular model after ordering
all tested models (under the RMSE criteria) from best
to worst, starting at number one. To compute this
metric, we do the following: For each out-ofsample data instance, we rank all the tested models
according to their RMSE, and then, for each model,
we simply take the average of its position across all
data instances.
Finally, we also report results based on the mean
absolute percentage error (MAPE). Because these results are generally similar (in relative terms) to the
RMSE results, we relegate the presentation of those to
Online Appendix A4.

3. Performance Under Synthetic
Preferences
In order to assess the performance of the different discrete choice models using synthetic preferences, we created two large families of instances that differ in terms
of their product structure. In the ﬁrst family, which we
call random, there is no ex ante natural preference of
each product over any other product. In the second
family, there is a natural preference order (i.e., vertical
differentiation) between some of the products. In particular, we assume that the retailer may alter the prices of

Management Science, Articles in Advance, pp. 1–19, © 2021 INFORMS

its products, where each product can have three potential prices.
All these instances are constructed by using the
rank list-based (also called stochastic preference) model. That is, each instance consists of a preset number
k of strict preference lists among all alternatives and
a probability distribution over those k preferences.
Details about the construction of the instances is given below. Of course, one could have created different instances using other discrete choice models.
Nevertheless, using such a model has at least two
beneﬁts. First, it has been shown that the stochastic
preference model is indeed equivalent to the general
random utility class described in Section 2.1 (e.g.,
see Block and Marschak 1960), subsuming all the
choice models benchmarked in this paper. Second,
the model has a realistic and simple interpretation:
Consumers can be clustered into k unobservable
types, and each type has a strict preference among
the alternatives.9 In the online appendix, we report
the results of additional experiments where the
ground truth comes from the latent-class MNL
(Section A4.4) and from a nested logit with prices
(Section A4.5).
3.1. Description of Instances
We start with unstructured random instances, where
any product could potentially be selected over any
other product, followed by the structured instances,
where there is natural order between products offered
at different price points.
3.1.1. Random Instances. The ﬁrst stage in the data-

generation process is the creation of a ground truth.
There are n  10 products. Each data instance has k 
10 or k  100 preference lists. In order to force some
consumers to select the no-purchase option in every
assortment, the ﬁrst preference list (number 1) contains product zero (i.e., the no-purchase option) as the
ﬁrst alternative. The probability assigned to this list is
p1 ∈ {0:8, 0:5, 0:1}, depending on the instance. Each of
the remaining preference lists (2, : : : , k) is selected uniformly at random out of all the possible permutations
of the 11 alternatives, only excluding those whose ﬁrst
choice is the no-purchase option. In addition, we
generated a random number ui between zero and one
for each i  2, : : : , k and then assigned pi  k ui
j2 uj + p1
to the probability of choosing the preference
list i  2, : : : , k.
The reason why we constructed ground truths with
k  10 and k  100 preference lists is to understand
how the different models perform, depending on the
complexity of the consumer’s preferences. For example, does the relative performance of a simple model
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such as the MNL improve or deteriorate when k  100
in comparison with when k  10? On one hand, a
model with k  100 preference lists is more complex
than one with just k  10 lists, which might indicate
that its performance may deteriorate. At the same
time, when the number of different consumer types is
large, one can think as if the segments are less clearly
divided and the preferences are more homogeneous,
so that the model may be well approximated by a
smooth function, which can be beneﬁcial for simple
models such as the MNL. On the contrary, when the
number of different consumer types is small, one
could think that the segments of the population are
clearly divided, leading to nonsmooth preferences
and, hence, more challenging to approximate by a
simple model.
The second stage in the data-generation process, once a
ground truth is constructed, is to generate in-sample
transaction data. The data consist of T periods, with
T ∈ {30, 75, 150, 300, 600}, each one containing 10 transactions. Each period is associated with a randomly generated assortment or offer set S ⊂ {1, : : : , 10} such that
3 ≤ |S| ≤ 6. Each of the 10 transactions for a speciﬁc
period is obtained by randomly selecting one of the
k preference lists (using the known probability pi of
each list) and then choosing the ﬁrst alternative ap
pearing in the preference list that belongs to S {0},
where S is the offer set associated with that period.
Using the in-sample generation procedure, we
generated 60 instances for each combination of k (10
or 100), T (30, 75, 150, 300, or 600), and probabilities
for the no-purchase list p1 (0.8, 0.5, or 0.1). Observe
that from the no-purchase probability p1, one can
establish that the expected fraction of purchases is
at most (1 − p1 ). We call this fraction the market-share
(under full availability), and this is how we distinguish the instances in our result tables: 20%
(p1  0:8), 50% (p1  0:5), or 90% of market share
(p1  0:1).
The relative small size of the offer sets in the
in-sample instances is justiﬁed by the purpose of
enforcing customer substitution behavior as a means
to evaluate the ability of the different models to
capture it. Later, in Section 3.2.4, we analyze the
impact of a wider product offer by enlarging the available assortments.
Regarding the performance assessment of the different models, as we explained in Section 2.3, the soft
RMSE takes into account all possible assortments,
and, therefore, there is no need to generate out-ofsample transactions to assess performance. However,
in order to reduce overﬁtting, we removed from the
out-of-sample all the 600 assortments that may appear
in the in-sample. The same approach was replicated
in all the experiments that follow in this section and in
the ones in Section 4.
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3.1.2. Structured Instances. A relevant feature of the

previous random instances is that all products can, in
principle, be selected with positive probability. This is
because the preference lists were generated uniformly
at random, so no product was given an ex ante higher preference.
In practice, however, managers face the problem of
predicting consumer choices over assortments whose
products have considerably different levels of attractions for consumers. In order to account for this, we
consider a setting in which the ﬁrm has N  {1, : : : , m}
different product types that could be offered to consumers. Furthermore, the ﬁrm also assigns a selling
price to each product at every point in time. We will
suppose that for every product i, the selling price belongs to the set R(i), where R(i)  {ri,1 , ri,2 , ri,3 }, with
ri,1 ≤ ri,2 ≤ ri,3 . In words, each product can be offered
at one of three different prices associated with it. This
structure of vertical differentiation is standard in the
airline industry, where an economy seat for an itinerary can be offered at several prices or fares. Although
different fare classes may have different attributes, in
many cases, the only difference between two fare classes is the price at which they are sold.
One may interpret this setting as if the universe of
potential products N has size n  m × 3. That is, each
alternative is a pair (i, r) such that the original product
type is i ∈ N and its price is set to r ∈ R(i) (thus, the
same items with different prices are treated as different items). We further assume that if the original
product type i ∈ N is offered, it is offered at a unique
price. We also assume that consumers always prefer a
lower price to a higher price for any given product.
We are interested in studying the purchasing probabilities of the different products, given that a subset of
them is offered at no more than one of the different
possible prices. Observe that under this setting, the offer set contains at most m products.
The ground-truth generation proceeds as follows.
We consider a set of ﬁve products (m  5). As in the
case of the random instances, we generate stochastic
preference instances with either k  10 or k  100 preference lists. We also ﬁx the ﬁrst list to have the
no-purchase option as the ﬁrst choice and vary the
probability associated to that list between 0.1, 0.5, and
0.8. Because each product has three different prices,
each preference list has length 16 (note, however, that
the way in which the alternatives are ordered in a
preference list after the no-purchase position is
irrelevant).
Once a list is randomly generated, it enters a process that we call rationalization, whose purpose is to
enforce “low over high” price preferences for a given
product type. The procedure goes over a preference
list from top to bottom. If there is an alternative (i, rk )
with k  2, 3, and any cheaper version of product i has
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not appeared in the list so far, it inserts that (or those)
alternative(s) immediately before the alternative (i, rk ).
In this way, we make sure that items are always preferred at cheaper prices.10
In order to generate the in-sample transaction data
for a given stochastic preference, we follow a similar
process described for the random instances. That is,
there are T periods (with T ∈ {30, 75, 150, 300, 600}),
each containing 10 transactions. The offer set S associated with each period is randomly generated such
that 3 ≤ |S| ≤ 5. Naturally, we also impose that the offer set cannot include the same product under two different prices.
3.2. Results
Overall, we have compared the different discrete
choice models over 3,600 instances. These instances
were constructed by varying different parameters of
the data-generation process, such as the volume of
historical data, the market share, the number of preference lists, and whether products have a price structure or not. This highly intensive computational task,
which amounts to over a year of CPU time, was executed in parallel in a cluster at the University of
Melbourne.
In order to facilitate the interpretation of our results,
we decided to show here an aggregate summary of
the performance of the different models when varying
different data features. Our results here are based on
the soft RMSE performance measure and the average
ranking position of each model across all the instances. The estimates were obtained via maximum likelihood, according to the implementations described in
Section A1. At the big-picture level, the results under
least squares are similar, and, in the interest of space,
we relegate the details to Online Appendix A4.2.
3.2.1. Impact of Volume of Historical Data. This sec-

tion compares the performance results obtained by
the different models under two different scenarios:
small historical data (T  30, 75) and large historical
data (T  300, 600), including both random and structured instances. Figure 1 shows the overall average
performance of the soft RMSE metric for the different
choice models. Each scenario (small and large historical data) contains a total of 1,440 instances. The
number displayed above each bar in Figure 1 is the
average relative position of the corresponding model
across all instances, as explained in Section 2.3.
First, and naturally, the performance of every choice
model improves considerably as the number of
in-sample periods gets larger. For scenarios with small
historical data, we observe that the exponomial model
has a clear performance advantage. The exponomial is
then followed by the mixed MNL, the rank list-based
model, and the nested logit (in that order, but with
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very similar performance). The three models that perform worse are the latent-class model, the Markov
chain, and the reduced Markov chain. All these models have more parameters, so it is expected that they
would suffer from some degree of overﬁtting in scenarios with small historical data. Noticeably, even the
LC-MNL performs worse than the MNL model, despite being more general than the latter. These results
highlight the need to implement additional methods
to reduce overﬁtting (e.g., stronger regularization
mechanisms and cross-validation) for these three
models when dealing with a relatively small historical
data set.
For the scenarios with large historical data (T  300,
600), the relative performance changes drastically. In
this setting, the models that perform best are the
Markov chain and the rank list (in that order), with
quite signiﬁcant improvements with respect to their
small historical data counterparts. The positive change
stems from the fact that these two models have many
variables, and, therefore, they can better exploit the
availability of more historical data to ﬁt the parameters. In Figure 2, we depict how the Markov chain
model (with O(n2 ) parameters) overpasses the exponomial (with O(n) parameters) as the number of
in-sample periods increases.
Note that the reduced Markov chain, with the
superimposed arbitrary pattern of substitutions, performs the worst independently of the data volume
(though it still improves as the data volume increases). Also, as a general observation, both the rank
list and the exponomial models perform among the
top three, irrespective of the data volume. This is expected for the rank list model (recall that the ground
truth was generated by using this model), but somewhat surprising for the exponomial, the model revisited by Alptekinoğlu and Semple (2016), but relatively
understudied in the OM literature.
3.2.2. Impact of Structured Preferences. Here, we

study the performance results obtained by the tested
models depending on the structure of the preferences.
In order to isolate the differences, we only considered
instances with large historical data (T  300, 600). A
priori, it is not clear how a model may perform
under each type of instance. The reason is that the
structure of the underlying consumer preferences under different data-generation processes is not
the same: Under the random structure (10 × 1), preference lists are less restricted than in the price structure
(5 × 3) instances. Figure 3 shows the aggregate
performance of the different choice models under
both settings.
As one can observe from Figure 3, switching from
structured (i.e., 5 × 3) to random (i.e., 10 × 1) instances
induces all models to reduce their average soft RMSE.
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Figure 1. (Color online) Average Soft RMSE Across All Instances with 30 and 75 Periods (Left) and 300 and 600 Periods (Right)

Note. The average performance position of each model is displayed above the corresponding bar.

The single exception here is the reduced Markov chain
model, which was speciﬁcally tailored to address the
5 × 3 structured preferences.
Here, consistently with the observation from
Figure 1, the Markov model performs noticeably
well. We also observe the very good performance
of both rank list and exponomial models over both
instance types.
3.2.3. Impact of the Consistency of the Underlying
Preferences. We now compare the performance re-

sults obtained by the different models depending on
the number of different consumer preferences (10 or
100 preference lists). We refer to the 10-list case as the
more consistent scenario, because the probability of
having customers of a given type is (on average)
Figure 2. (Color online) Impact of Volume of Historical Data

Notes. Average soft RMSE for the set of instances with 20% market
share, random structure, and 10 preference lists. The Markov overpasses the exponomial as the in-sample data volume increases.

higher than the probability of having customers of a
given type in the case of 100 lists. In order to isolate
this effect, we only consider instances with large historical data (T  300, 600). Our main ﬁnding here is
that the relative performance of the choice models
strongly depends on the consistency of the consumer
preferences. Figure 4 shows the aggregate per formance of the different models under both consistency scenarios.
We start by observing that the aggregate performance of every model increases when we move from
10 lists to 100 lists. A priori, this might seem counterintuitive, as consumer preferences under the 100-list
instances may appear as more complex compared
with those with only 10 preference lists. However,
instances with a lower consistency of consumer preferences are slightly less sparse (i.e., there are fewer
zeroes in the distribution over the O(n!) potential preference lists11), which would help choice models to
make fewer errors at the aggregate level. Recall that
the preference lists in the ground truth are uniformly
selected; in consequence, the ground truth becomes
more random as the number of lists grows. The argument is comparable to the one in the previous section:
When switching from more to less structured instances, parametric models like the exponomial and the
logit-based models show a substantial performance
improvement.
Out of the best four models under each scenario (10
lists and 100 lists), the exponomial is the one that has
the smallest number of parameters. In instances with
10 preference lists, the models that perform the best
are the rank list and the Markov chain, followed by
the LC-MNL and the exponomial. A clear advantage
of the rank list in these instances is that, given that
the number of preference lists is rather small, it
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Figure 3. (Color online) Impact of Structured Preferences

Notes. Average soft RMSE over instances with 5 × 3 price structure (left) and a 10 × 1 price structure (right). The results are aggregated across
in-sample instances of 300 and 600 periods.

might be possible for it to replicate the choices of the
ground-truth model with a small number of preference lists.
Now, in instances with 100 preference lists, we observe something signiﬁcantly different. Perhaps quite
surprisingly, the best model here is the exponomial,
followed by the Markov chain and the mixed MNL.
The relative performance of the rank list model has
deteriorated quite remarkably here. Naturally, it is
much harder to recover the ground truth for the rank
list model as the number of underlying preference
lists increases. On the other hand, the exponomial,
which is a nonsparse model, has increased its relative
performance considerably. To conﬁrm this, we further

performed experiments to check the relative performance of the different choice models on instances
with a ground truth of only two preference lists versus instances based on 100 preference lists (see Figure
A11 in Online Appendix A4). Not surprisingly, we observe that the rank list model performs even better
over two preference lists compared with 10 and 100
preference lists. On the other hand, the exponomial
continues to worsen in terms of relative performance
from 100 to 10 to two lists.
3.2.4. Impact of the Assortment Size. The assortment

size used so far has been between three and six, which
induces a high degree of substitution, given that the

Figure 4. (Color online) Impact of the Consistency of the Underlying Preferences

Notes. Average soft RMSE on instances with 10 preference lists (left) and 100 preference lists (right). The results are aggregated across in-sample
instances of 300 and 600 periods.
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Figure 5. (Color online) Impact of the Assortment Size

Notes. Average soft RMSE on instances with assortments between three and six products (left) and between seven and 10 products (right). The
results are aggregated across in-sample instances of 300 and 600 periods.

full assortment size is 10. Here, we study the performance of the different choice models when confronted to bigger offer sets (of size between seven
and 10). Figure 5 illustrates this by only showing
results over instances with large historical data (T 
300 and 600).
When comparing the height of the bars in the left
and right panels of Figure 5, a ﬁrst observation is that
all models worsen their performance when enlarging
the offer sets; that is, when the substitution behavior
is less emphasized, as customers tend to ﬁnd their
most preferred option. Under widely open offer sets,
the value of discrete choice models diminishes, and
customers display a behavior that becomes closer to
the independent demand paradigm.
Second, even though the relative order of the models’ performance is not exactly the same, there is a
cluster of six models that are the best performers in
both panels. The Markov chain model leads the board
throughout.

We also report the percentage of the instances that
reached the time-out.
One can see from the table that the MNL is by far
the fastest to estimate. It is then followed by the
nested logit and the exponomial, which take, on average, the same order-of-magnitude time and less than a
minute, even for the large instances (T  300 and 600).
The LC-MNL then follows with an average of 445 seconds for large instances. Finally, the slowest methods
are the ones associated with mixed MNL, rank list,
and Markov chain models (in that order). Recall that
the mixed MNL was estimated by using a computationally intensive method involving numerical simulation. The rank list is estimated by solving multiple
mixed-integer programs, whose sizes increase with
the number of periods in the in-sample. Observe that
for the large instances, the estimation methods of the

Table 1. Average Computational Time Taken to Estimate

All Instances with an In-Sample of 30 or 75 Periods (Small)
and In-Sample of 300 or 600 Periods (Large)

3.2.5. Computational Time of the Estimation Process.

In some industry applications (e.g., e-tailers and airlines), the estimation time plays a key role in the selection of a choice model. In Table 1, we average the time
taken to estimate instances. In the ﬁrst column
(Small), we aggregate all instances whose number of
in-sample periods is either 30 or 75. For the second
column (Large), we average all instances whose
in-sample periods are either 300 or 600. The total
number of instances aggregated is 1,440 in each case.
Because of implementation issues (speciﬁcally, not being able to stop an estimation procedure at a speciﬁc
point), the time taken by an estimation method sometimes could exceed the time-out limit of 1,800 seconds.

Small

Large

Model Avg Time (s) Time Outs (%) Avg Time (s) Time Outs (%)
mnl
nl
exp
lc
mkvr
mkv
mkv2
rl
mx

1
6
8
76
31
409
574
651
1,669

0.00
0.00
0.00
0.00
0.00
0.84
11.12
12.35
79.80

4
45
48
445
893
1,018
991
2,189
1,858

0.00
0.00
0.00
1.16
37.10
49.64
43.04
98.55
98.48

Notes. In total, there are 1,440 small instances and 1,440 large
instances. The Time Outs columns report the percentage of the
instances that reached the maximum limit of 30 minutes.
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Figure 6. (Color online) Trade-Off Between Computational Times and Soft RMSE

Note. Average across instances with 30 and 75 periods (left) and with 300 and 600 periods (right).

mixed logit and the rank list reached the 30-minute
time-out more than 98% of the time.
Complementary to Table 1, in Figure 6, we plot estimation time versus soft RMSE value for all the models
under consideration. Note that in each panel (i.e.,
small data with only 30 or 75 periods (left) and larger
data with 300 or 600 periods (right)), we would like
a model to be in the lower left corner. For a small
number of periods, the exponomial model dominates the other ones. For a large number of periods,
we could identify an efﬁcient frontier deﬁned by
the Markov chain, the exponomial, and the MNL.
In fact, the exponomial again seems to provide a
very good balance between these two performance
measures.
To conclude this section on synthetic data experiments, we highlight that the approach based on preference lists studied here is quite general, but at the
same time lacks parametric structure. There are setups
where one can arguably assume that customers
choose in accordance with some structural framework, like a latent-class MNL based on product
features (e.g., a customer in one class may prefer a
regular soda to a diet soda, different from a customer
in another class). Even though this type of behavior is
subsumed within the stochastic preference approach,
we have also executed two series of experiments to assess the models’ performance under ground truths
with a parametric structure, as was mentioned above.
In the ﬁrst parametric experiment, described in Online
Appendix A4.4, we set the ground truth to be the
latent-class MNL. In the second parametric experiment (Online Appendix A4.5), we set up a ground
truth based on the nested logit model that explicitly
accounts for prices in the consumers’ utility function.
Results and related discussions are included therein.

4. Performance Under Real Preferences
To add robustness to our comparison of the different
discrete choice models, we analyze their out-ofsample performance using two sets of real preferences. The ﬁrst data set contains bookings from ﬁve
hotels, and the second one preferences of individuals
over 10 different sushi types. Both sets are publicly
available and have been previously referenced in the
empirical choice-related literature.
4.1. Hotel Data
In this section, we evaluate the performance of the discrete choice models on a publicly available data set
containing booking transactions from ﬁve continental
U.S. hotels (see Bodea et al. 2009). The booking transactions (mostly from business customers) have checkin dates between March 12, 2007, and April 15, 2007.
The booking horizon for each check-in date recorded
was of at least four weeks. Every time there was a
booking, the rate and the room-type availability information present was recorded for reservations made
via the hotel or customer-relationship ofﬁcers, the
hotels’ websites, and off-line travel agencies. Because
the hotels are not in direct competition (they are not
located in the same regional area), we treat each of
them separately. A product is deﬁned as room type
(e.g., king nonsmoking, queen smoking, suite type 1,
etc.). Following van Ryzin and Vulcano (2015) and
Şimşek and Topaloglu (2018), we performed some
preprocessing to the data set. Speciﬁcally, we removed products that have less than 10 purchases. For
some transactions (i.e. bookings) in this data set, the
set of available products were not available. These
bookings were not considered. In addition, we removed transactions where the purchased product was
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not among those declared to be available. For the remaining bookings (i.e., those in which the available
products are known), we ran the estimation procedures for the different choice models. For each real
transaction, we have incorporated four no-purchase
transactions using the same offer set. For each hotel,
we randomly selected 80% of the transactions as our
in-sample. Table 2 exhibits the main relevant features
of the hotel data used for this experiment. We provide
the transaction and availability data after our preprocessing and the deﬁned customer types as part of the
data set included in the online appendix.
In Figure 7, we show the gap for the hard RMSE in
the out-of-sample for the different choice models12
calibrated on the ﬁve different hotels. Consistently
with the results on synthetic experiments, we can observe that the exponomial, the latent-class MNL, the
Markov chain, and the rank list models perform (in
relative terms) very well. On the other hand, the
MNL, nested logit, and mixed MNL models have a
considerably lower relative performance. In this case,
we do not report results for the reduced Markov chain
model because, given that product prices in the data
set vary over time, it is difﬁcult to map this model to a
static product structure.
4.2. Sushi Data Set
Here, we assess the performance of the discrete choice
models using a data set containing sushi preferences
from 5,000 individuals (see Kamishima 2003). These
preferences were obtained by using a commercial web
survey service as follows. First, each individual was
shown on the screen n  10 popular types of sushi:
shrimp, sea eel, tuna, squid, sea urchin, salmon roe,
egg, fatty tuna, tuna roll, and cucumber roll (which
we labeled with numbers from 1 to 10). Second, the individuals were asked to rank the sushi types according to their preferences (thus, each user provided one
of the 10! permutations). It was not possible for the
participants of this survey to rank the no-sushi option.
These preferences were used as the basis to generate
semisynthetic data sets. Let T ∈ {30, 75, 150, 300, 600} be
the total number of periods in the in-sample. For each
period t, we generate a random subset (assortment) St ,
with St ⊆ {1, 2, : : : , 10} and 3 ≤ |St | ≤ 6. Next, for each of
the in-sample periods, we produce transactions as
follows: With 50% chance, we select the no-sushi list

(i.e., a list whose most preferred option is the nopurchase), and with the remaining 50% chance, one
list from the data set is selected uniformly at random.
Then, we choose as the purchased sushi, the most
preferred one out of those in St under the selected preference list. We do this 10 times for each period, so as
to have 10 transactions per period. We call these set of
instances top 10, as each individual would purchase a
sushi if the assortment contains any of her top 10
sushis.
In addition to this data generation, we also construct another set of instances that we call top 3, by repeating the same procedure, except that now we trim
each of the 5,000 preference lists after the third choice;
that is, we consider that an individual would only buy
a sushi if one of her top 3 preferred sushi types is in
the assortment. Note that cutting the preferences after
a small ordinal number in the ranking (in this case,
three) is an interesting case. The trade-off here is to allow for a diversity of consumer preferences (e.g., if we
cut after the ﬁrst choice, there will be only 10 customer
types) and, at the same time, account for the dependency between the propensity to purchase and the
size of the assortment (if we cut after the ninth
product, it is very unlikely that a consumer will not
purchase a product when she is being offered an
assortment).
4.2.1. Estimation Results. Figure 8 shows the average,

out-of-sample, soft RMSE performance of the different models13 as a function of the in-sample size. For
instances constructed using the top 3 products and a
large in-sample, we observe that the best models are
the Markov, followed by the mixed MNL and the exponomial. When the number of in-sample transactions is small, the best model is the exponomial,
which is consistent with the synthetic experiments.
In these instances, it is followed by the MNL and the
nested logit models. Although all models improve
their performance as the volume of historical data
increases, it is worth mentioning the impressive improvement of the Markov chain model, starting from
an RMSE of 0.048 (30 periods) and then reaching to
0.016 (600 periods).
The results (in relative terms) of the experiments
taking into account the top 10 products (i.e., without chopping the preference lists) are similar. The

Table 2. Basic Information About the Hotel Data Set
Feature
Number of products after preprocessing, n
In-sample transactions
Out-of-sample transactions

Hotel #1

Hotel #2

Hotel #3

Hotel #4

Hotel #5

10
5,290
1,325

10
1,845
465

8
5,070
1,270

4
1,100
275

6
1,000
255

14

Berbeglia, Garassino, and Vulcano: A Comparative Empirical Study of Choice Models
Management Science, Articles in Advance, pp. 1–19, © 2021 INFORMS

Figure 7. (Color online) Gap in Out-of-Sample Hard RMSE with Respect to the Best Model for the Hotel Data

Note. The lighter the background of a cell, the better the performance of the corresponding choice model.

exponomial and the mixed MNL do very well when
there are 30 periods, whereas the best model when
there are 600 periods is the Markov chain. In this case,
it is the best by a large margin. The performance of the
estimation times for the different models is similar to
the one reported for the synthetic instances, except for
the Markov chain and its rank 2 version, which converge faster (see Table A2 in Online Appendix A5).
4.2.2. The Impact on Revenue. In retail operations

and RM, one of the most important applications of
the estimated choice models is to serve as input to

conduct the critical assortment optimization task.
Given revenues r j for each product j ∈ N and groundtruth probabilities, P( j | S), the assortment optimization problem to maximize expected revenues can be
formulated as follows:

P( j | S) · rj :
(2)
max
S⊆N j∈S

Of course, the ground truth is not known by the decision maker, but, instead, only sales transaction data
coming from such ground truth is available. Consider
a choice model M to be estimated from the available
data, with corresponding estimated probabilities

Figure 8. (Color online) Out-of-Sample Soft RMSE for the Sushi Example

Notes. Number of periods in the in-sample (horizontal axis) and choice model (vertical axis). The lighter the background of a cell, the better the
performance of the corresponding choice model.
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P̂ M ( j | S). The assortment problem solved by the decision maker is

P̂ M ( j | S) · rj :
(3)
max
S⊆N j∈S

Naturally, if M cannot properly describe the real consumer preferences, the sample-based optimal assortment S∗M
obtained from (3) may signiﬁcantly differ from the
ground-truth-based optimal assortment S∗ from (2). The
purpose of this section is to study what the impact on the
expected revenue is when the seller offers the assortment
returned by (3) for the different tested choice models.14
The sushi data set described in Kamishima (2003)
also contains normalized selling prices of each sushi
type, so we take those prices as our revenue r j for all
j.15 Because the sushi data set does not contain the
no-purchase option, it would always be optimal to offer only the most expensive product to maximize
revenue. To avoid this trivial case, we extended the
consumer preferences by adding the no-purchase as
the (k + 1)th most preferred option for each individual.
In other words, if the assortment offered to a consumer
does not contain any of her top k (with k  3 or k  5)
options, then she would buy nothing.

15

In order to assess the model selection impact on
revenue, we generated 60 instances using the sushi
preferences, but truncated as just explained. For each
instance, we generated scenarios of small training
data (with 300 periods) and large training data (with
6,000 periods) with offer sets and transactions to train
the different choice models and then solve to optimality the corresponding Assortment Problem (3), leading
to an optimal offer set S∗M for each choice model. In
Figure 9, we contrast the fraction of the optimal
achievable revenues with the revenue prediction error
for each benchmarked model M. Ideally, a choice
model would be placed in the upper left corner of
each panel, implying that the revenue-prediction error
is negligible and the associated optimal offer set
achieves the maximum expected revenue from the
ground truth. The percentage error of the different
models (horizontal axis) reﬂects an overestimation of
the obtainable revenues from their proposed assortments, and this is particularly emphasized for the
rank list-based, MNL, and mixed logit. We note that
this is due to a selection bias, because for each model,
we are picking the assortment with the highest ex
ante expected revenue.

Figure 9. (Color online) Revenue Assessment from Different Choice Models on the Sushi Data Set

Notes. The horizontal axis accounts for the average speciﬁcation error made by the modeler: It shows the percentage error between the predicted
revenues by a model M from an offer set S∗M and the expected revenues from S∗M under the ground truth. The vertical axis accounts for the average percentage of the optimal achievable expected revenues under the ground truth, when both the true S∗ from (2) and the computed S∗M from
(3) face the ground truth.

16

Berbeglia, Garassino, and Vulcano: A Comparative Empirical Study of Choice Models

Consistently with the results found for the estimation experimentation, the evidence from this data set
is that both the exponomial and the Markov chain
models perform remarkably well in terms of attainable revenue.

5. Performance Under Boundedly
Rational Preferences
The ground truths used in the experiments with
synthetic instances (Section 3) and also those using
the sushi data set (Section 4.2) belong to the stochastic
preference choice model class (or, equivalently, to the
rank list-based or RUM class), which is indeed one of
the models we tested. In this section, we perform a
comparison of the choice models using as ground
truth a model that goes beyond the RUM class, called
the Generalized Stochastic Preference choice model
(GSP) (Berbeglia 2018). An appealing feature of the
GSP is that it can explain well-documented behaviors
that lie outside the RUM model (such as the decoy effect and the compromise effect), while at the same time,
it is simple to describe and encapsulates all the RUM
class into it. Under the GSP, each consumer type has
an associated list of products without repetitions ℓ
jointly with an index i ∈ {1, : : : , n}. When offered an assortment S, the consumer ﬁrst removes from her list
ℓ all the alternatives that do not belong to S and then
chooses the alternative that is located in the ith position of the updated list ℓ. If all customers types have
as their index i  1, the resulting model is a RUM.
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Each generated GSP instance contains n  10 products and either 10 or 100 customer types, with 20% of
the customers being “nonstandard,” meaning that
their associated index i was greater than 1.16 Additionally, we added 50% of new consumers who always
choose not to purchase anything. We generated 10
transactions per period, and each period was assigned
a random assortment S with 3 ≤ |S| ≤ 6. The prices assigned to the products range from 4.69 to 15.99.
Similarly to the experiments with the sushi data set,
Figure 10 shows the average out-of-sample soft RMSE
performance over 60 randomly generated instances
depending on the number of underlying preference
list and the volume of training data. We compared the
out-of-sample choice predictions (soft RMSE) and
revenue performance. Although all models perform
better when there are 100 lists rather than 10, this improvement is much stronger for the exponomial
choice model (consistent with our experiments reported in Section 3.2.3). Moreover, the overall results
are also similar to the experiments carried over the sushi data set.
In Figure 11, we plot the revenue performance following the same procedure as the one in Section 4.2,
except that we keep the full ranking here, as the
no-choice was always considered as a potential alternative. Again, here, we see that when the number of
underlying full rankings is 100, the exponomial shows
the best performance. Moreover, the exponomial also
performs well, even in instances with 10 preferences.
One can also see that the MNL does not stand out in

Figure 10. (Color online) Soft RMSE Inﬁnite Out of Sample for the Boundedly Rational Preferences Example

Notes. Number of periods in the in-sample (horizontal axis) and choice model (vertical axis). The lighter the background of a cell, the better the
performance of the corresponding choice model.
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Figure 11. (Color online) Revenue Assessment from Different Choice Models Under Boundedly Rational Preferences

Notes. The horizontal axis accounts for the average speciﬁcation error made by the modeler. The vertical axis accounts for the average percentage
of the optimal achievable expected revenues under the ground truth, when both S∗M and S∗ face the ground truth.

terms of revenue and has the largest prediction error.
One somewhat surprising result is that the rank listbased was not able to perform well, even in the case
in which there were only 10 preference lists. A plausible explanation is that these instances lie outside the
RUM class, and, as such, the column-generation algorithm keeps adding (rational) lists without making
improvement on the ﬁt.

6. Conclusions
Accurate predictions of what consumers will purchase
as a function of what they are being offered are fundamental to solve the assortment and price-optimization
problems. In order to make such predictions, researchers have studied different discrete choice models.
Over the last 20 years, the OM literature has paid
signiﬁcant attention to the use of such discrete choice
models to solve different problems that combine
operations and consumer behavior (e.g., revenue
management in transportation, choice-based demand
modeling and estimation, or assortment and price
optimization in retail operations), but also in the development (e.g., Markov chain) or the revisiting (e.g.,
exponomial or rank list) of alternative choice models.
The performance of the newly proposed discrete
choice models is typically assessed in the literature by

comparing it to the classic multinomial logit model.
The MNL therefore has been the de facto benchmark
due to the time it has been around and its simplicity
and popularity. However, it is very rare to ﬁnd more
in-depth comparisons between the different choice
models in place, and, thus, very little is known about
their relative predictive performance.
In this paper, we conducted a systematic and
comprehensive empirical study of the most relevant
discrete choice models through an exhaustive set of
numerical experiments on synthetic, semisynthetic,
and real data. We provide comparative statistics of
the performance quality of the different choice models
under a large family of different data environments
by varying their historical volume, the structure of the
product differentiation, the consistency of the underlying preferences, and the assortment size. Overall,
we performed an analysis over 3,600 different synthetic instances whose ground-truth is the rank list-based
model, where each of them was estimated by using
nine choice models and required overall more than a
year of CPU time. Besides these synthetic instances,
we compared the performance of the different choice
models using (i) synthetic instances based on boundedly rational consumers, (ii) synthetic instances based
on the latent-class MNL, (iii) synthetic instances based
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on the nested logit with prices, and (iv) two real data
sets: one including more than 3,500 bookings from
ﬁve hotels and the other one including 5,000 consumer preferences over 10 different sushi types. Thanks to
this systematic evaluation, we were able to characterize which are the more accurate choice models,
depending on some characteristics of the data
environment.
Our main ﬁndings can be summarized as follows.
In contexts where the amount of historical data is
scarce, the exponomial tended to perform the best (in
the aggregate). Other choice models that performed
well in this setting are the mixed logit, the rank list,
and the nested logit. On the other hand, in settings
with a large volume of historical data, the best model
overall is the Markov chain, followed by the rank list,
the exponomial, and the latent-class MNL. These four
models turn out to be the best for both unstructured
(or random) settings, where any product could potentially be selected over any other; and structured settings, where there is vertical differentiation between
some of the products. We also analyzed how the consistency of the consumer preferences affect the performance of the different choice models. Most of the
models improve their out-of-sample performance
when the consistency is low (i.e., the preferences are
nonsparse). In settings with high consistency of consumer preferences, the rank list model performed the
best, followed by the Markov chain and the latentclass MNL. When the consistency of consumer
preferences is low, the exponomial was the one that
performed the best. It was seconded by the Markov
chain and the mixed logit.
Following with the real data sets to add robustness
to our analysis: In the sushi data set case, the Markov
chain and the exponomial performed the best. In the
hotel bookings data set case, the best models were the
exponomial, latent-class MNL, Markov chain, and
rank list. Overall these results are consistent with
those we obtained using synthetic instances. Table 3
summarizes our results under two dimensions of the

available data: volume and sparsity of preferences.
For each cell, we rank the top three choice models.
We have also assessed the performance of the different choice modes in terms of the achievable revenues for the sushi data set and the instances with
boundedly rational consumers. As a general conclusion, we verify that the exponomial model extends its
prediction capabilities to an outstanding revenue performance in small data environments. Similarly, the
prediction power of the Markov chain model in highvolume data environments extends to a noticeable
revenue performance therein.
This work naturally has some limitations. First, as in
any empirical work, it is always possible to strengthen
the results by comparing the models using other real
and synthetic data sets. Second, the incorporation of
product features (beyond their price) to the synthetic instances and the analysis of their impact on the models’
relative performances is another interesting research direction. Third, in this paper, we have assessed the predictive performance of the choice models in a context where
the ﬁrm does not have or use any speciﬁc information
about the incoming consumer. However, in an online
platform, the seller is able to observe multiple customer
attributes (e.g. gender, location, search keyword, etc.)
and dynamically adjust its choice model (e.g., see
Cheung and Simchi-Levi 2017). As a result, the assessment of the different choice models using personalized
predictions is an important research direction (e.g., see
Jagabathula and Vulcano 2018). Finally, in this paper, we
have not assessed relevant choice models coming from
the machine-learning literature. Although there have
been some recent works in assessing the relative performance of machine-learning algorithms and logit models
(see, e.g., Zhao et al. 2020), comparing machine-learning
methods with some of the best-performing choice models we assessed in this paper is a direction that we are
currently exploring (Berbeglia et al. 2021).

Table 3. Summary of Results Under Two Dimensions of

2

the Available Data: Volume and Degree of Consistency of
the Consumer Preferences
Degree of consistency of the consumer preferences

Endnotes
1

For completeness, we include a brief description of the independent demand model in Section A1 in the online appendix.
These are retailers with annual revenues exceeding $5 billion and
more than 250 stores.

3
By less sparse or less consistent models, we refer to models that are
described by many customer types, where a customer type can be
characterized by a total order of the products under consideration.
4

Data volume
Small

Large

High (10 lists)

Low (100 lists)

1. Rank list
2. Exponomial
3. Mixed logit
1. Rank list
2. Markov chain
3. Latent class

1. Exponomial
2. Nested logit
3. Mixed logit
1. Exponomial
2. Markov chain
3. Mixed logit

Note. For each combination we show the three choice models that
performed the best (out-of-sample).

The estimation codes and the instance sets are available in the online appendix. For updated and new versions of codes and data
sets, please visit the repository at GitHub (https://github.com/
ajgara/choice-models).

5
The more appropriate functional notation would be P(j, S), but
the common practice is to write P(j | S).
6

We note that this modeling approach ignores individual-specific
attributes by solely focusing on product attributes. Thus, customer
differences are treated as latent, which is a standard practice in OM
and differs from the usual models in marketing.
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7

For completeness, we also include one set of experiments accounting for product prices in Online Appendix A4.5.

8

See Online Appendix A2.1 for details on the least-squares estimation case.

9

In fact, the model does not restrict consumers to belong to a single
consumer type. It can also be interpreted in the context of individuals having different probabilities of selecting a type (i.e., a strict
preference) and randomly choosing one in each store visit.

10

For instance, if, for a given preference list, product 2 is first offered at price r23, then options (2, r21 ) and (2, r22 ) are inserted immediately above (2, r23 ).
Note that with n  10, an instance with 100 preference lists implies
that more than 99.998% of all the O(n!) possible lists have zero probability of being chosen. It is therefore the case that these instances are very
spiky and far away from a nonsparse, nonspiky ground truth, although
the case with 100 lists is less consistent than the case with 10 lists.
11

12
Except for the reduced Markov-chain model. Because this data
set lacks a fare structure, this model has a very poor performance.
13
Except for the reduced Markov chain model. As in the hotel data,
the sushi data set doesn’t have a fare structure, and the model performs very poorly.
14
Besbes et al. (2010) propose an alternative methodology to test
the quality of an operational decision (e.g., pricing) based on a hypothesis test that they label “performance-based”. This test checks
the quality of an operational decision on a key driver (e.g., revenues) with respect to the best achievable scenario.
15
It should be acknowledged that these prices were not taken into
account by the participants who ranked the sushi types. Thus, the
optimal assortments we obtain can be different to the best assortment in practice.
16
It is possible to provide reasons to the behaviour of these nonstandard consumers, such as, for example, the lack of attention.
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